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1  Introduction

1.1 Purpose
The use of stochastically generated sets of economic scenarios has become a standard technique in actuarial work.  Such scenarios describe the future path of economic variables such as interest rates, equity investment returns, and currency exchange rates.  Large numbers of stochastically generated scenarios are used to investigate the variability of financial results and the degree of financial risk faced by insurance companies, banks, and other business entities.

Computer models are normally used to carry out this work, and this requires the actuary to prepare input data in a format that the model in use is designed to read.  Since collections of economic scenarios represent large amounts of input data, the process of preparing and formatting this data can be burdensome.  It could be made less burdensome if there were a standard format for such data, and if that format were used by most models, scenario generators, and related software.

With that in mind, the Technology Section of the Society of Actuaries undertook a project to specify a standard format and make it readily usable by actuaries, software developers, and others.  The hope is that collections of economic scenarios will be as easy to use and freely exchanged as the MP3 files used by music fans around the world.

Therefore, this document describes the standard produced by the Scenario File Format project of the Society of Actuaries’ Technology Section. The standard defines the contents and organization of the economic scenario information used in stochastic actuarial projections. It will be referred to as the Economic Scenario Markup Language (EconSML).

It should be noted that this file format can be used to record historical economic data as well as scenarios of future economic conditions.  This can be particularly useful in research that applies actuarial models to simulate the results of a particular financial strategy under actual historical economic conditions.

1.2  Goals
Specific goals set by the design team that created this standard are:

1) Platform neutrality – reflecting a need to not gratuitously exclude any operating systems, including Windows, Mac, Linux, or various mainframes or minicomputers

2) Comprehensiveness – reflection of a need to contain most of the commonly occurring components of economic scenarios used in actuaries’ practice areas, including insurance, investments, employee benefits, as well as maintaining a global perspective
3) Extendibility – as forecasting techniques incorporates additional types of models, the standard should not need to be completely reworked; further, software which uses the data in standard-adherent instances should be minimally affected by changes to the standard.

4) Readability – facilitating testing as well as examination by actuaries, data which maximizes understanding through visual inspection is desired

5) Simplicity of processing.- the standard will be more easily and happily accepted if software required to produce and access the data lessens the need for avoidable complications

The choices considered included a new XML dialect, a proprietary binary format, and alternative textual formats. The team chose to use XML because it satisfied this list of goals better than did the alternatives. XML has other properties useful and relevant to the representation of multiple economic scenarios: it is inherently hierarchical; it facilitates creation of self-documenting products, it is easy to have vector-like structures for data which repeat by calendar month and year, and, when necessary, it can be designed to be insensitive to ordering of data.

HDF5 (Heirarchical Data Format, version 5) was also considered for this project.  It is used for large datasets often in a scientific or research context.  It is in some ways like XML in that one needs to define a dialect for the specific kind of data being used.  There are libraries of code for working with HDF5 on a variety of systems including clusters of computers for extremely large datasets.  HDF5 was not chosen for this project due to its unfamiliarity in the actuarial software development community, and the resulting additional learning curve its use would impose as a barrier to adoption of the proposed file format.  Since XML is already widely understood, XML tools and dialects of XML are already in wide use, and XML can meet all the design team’s goals, XML was chosen as the basis for the scenario file format project. 

1.3  Notions of XML
The EconSML standard defines the valid content and permissible format of a document to be recognized as such. We speak of EconSML documents rather than files, to suggest the generality of EconSML data. Most EconSML documents will be constructed by computer programs; many will be immediately transmitted to other programs on the Internet. They will also be stored as files or items in a database. Hence, calling each instance of EconSML a file might be slightly misleading.

EconSML is an XML dialect. Like all XML dialects, it is naturally divided into two conceptually related parts: the form and contents. We will address the contents by describing what is in the file, why it is there, and what it means. Form will address the organization of the information into logical groupings at different levels. We will explain those levels and how they relate to each other.

The contents of any scenario file consist of three types of data:

1) Data,
2) Metadata, and

3) Punctuation
Specifically:

1) Data: the values of information such as interest rates and dates. These appear in a formation which is familiar to all actuaries, such as 0.05, representing five percent, and 2010.07, representing July of 2010. We note that all rates are scaled as a value relative to unity. So, five percent is present as 0.05, rather than 5. The leading 0 is optional and does not change the interpretation of the value represented. All numerical content may be interpreted as being exact, rather than an approximation, since no tolerances are supplied.

2) Metadata: Like all XML ‘documents’, a scenario file ‘tags’ each meaningful piece of content. So, if the value 0.007 is to represent some default rate, its occurrence in the file would be present as <DefaultRate>0.007</DefaultRate>. The tag <DefaultRate> is often referred to as ‘metadata’ since it can be considered data, but it is really data about other data. Metadata may also refer to more than a single piece of data. So, for example, our a parameterized Yield curves may appear as:

<YieldCurve Grade="Govt">

<Param Name ="b0">0.7</Param>

<Param Name="b1">0.1</Param>

      </YieldCurve>

Here are only two pieces of data; namely, 0.7 and 0.1, while all the rest is metadata.

Data and metadata may be ‘nested’ as deeply as desired.

Note that the presence of tags, or metadata, helps make the entire file intelligible. In contrast to other possible schemes, there is no meaning to the position of data or to ‘byte offsets.’ Whitespace, in the form of blanks and newline characters may be present to aid readability, but has no effect on the interpretation of the data.

3) Punctuation: Delimiting both data and metadata is a set of characters, including ‘<’ and ‘>’ for setting off elements, such as <param name="b0">0.7</param>. Here are three additional punctuation characters, ‘=’,  ‘/’, and ‘”’.

This discussion will concentrate on those aspects of EconSML which distinguish it from other XML standards, rather than concentrating on XML-specific details and concepts. The reader is referred to reference [1], which defines XML. There are also many books and online tutorials on XML.

2  The EconSML Standard

This standard, EconSML, is described in detail in this section. Since EconSML documents are hierarchical, we proceed in a similar manner. Specifically, we will define the structure of a prototypical EconSML document from the outside in by describing all parts of a level of the document, their possible relationships to other parts of the document, and then proceed to describe each of the components of the next level.  

Before diving into the detail of each section of an EconSML document, an overview of the structure might be helpful.  There are two main sections to an EconSML document, and they can be thought of as Descriptors and Scenarios.   
The Descriptors section contains information about the scenarios such as the start date, the generator used, and lists of kinds of information to be included such as a list of credit qualities for which yield curves are included and a list of types of equity investments for which equity returns are included.  The XML tags used in the Descriptors section include <CreationInfo>, <StructureInfo>, <YieldCurves>, <Currencies>, <EquityTypes>, and <MiscRates>.  Each of these tags delineates a subsection that contains additional information concerning the contents of this collection of scenarios.  

The Scenarios section then contains the data representing the scenarios themselves.  The XML tag <Scenarios> is used to delineate the beginning and end of this section.
Within <Scenarios> there is not only a list of scenarios, there is also a set of initial conditions that apply to all scenarios.  The initial conditions, including the yield curve(s) on the start date, are included in the file only once rather than being repeated within each scenario.

Each <Scenario> within <Scenarios> contains two lists.  The first is a list wherein each item is a set of economic conditions for a date (month and year) and a country.  A set of economic conditions for a date and a country includes all the information that was specified in the Descriptors section as being contained in each scenario, such as yield curves, equity returns, and various other economic indicators such as inflation rates, market volatility levels, and so on.  

Each <Scenario> also contains a list of currency exchange rates by date.  Exchange rates are not included inside the list of economic conditions for a date and country because exchange rates bridge between countries.  For example, the exchange rate between US dollars and British pounds is included in the file just once, not both in the economic conditions for the US and in the economic conditions for Britain.

Within the data for a scenario, information about economic conditions on a date is treated as applicable for all future dates up to the next date in the file.  This means that the dates in the file do not have to be separated by equal time intervals.  It also means that conditions for the latest date in the document are treated as applicable forever thereafter. 

With this overview in mind, the details of the EconSML standard are described below. 

The EconSML document

Each EconSML document begins with a standard XML opening, followed by the root of the document, specifically:

<?xml version="1.0" encoding="utf-8"?>
<ScenarioCollection version="1.0">

   … all the scenario collection data goes here …

</ScenarioCollection>

The root element, <ScenarioCollection>, has a single attribute, version, whose value is a version number of EconSML. The version number will be of use to consumers of EconSML documents, letting them know whether they are capable of extracting all internal data.

The character encoding must be specified, and at this writing is likely to be “utf-8” rather than “us-ascii”.  Note that when only us-ascii characters are used, utf-8 is the same as us-ascii.  But utf-8 allows the use of multi-byte characters when necessary.


The <ScenarioCollection> element

The <ScenarioCollection> element contains several elements that describe the contents of the scenarios, followed by the <Scenarios> element, which contains the list of scenarios.

Note that there are international standards for abbreviating Countries and Currencies. These symbols are used in EconSML. See references [2] and [3].

The <CreationInfo> element of <ScenarioCollection>

The <CreationInfo> element contains the following elements:

1. <Generator> - free-form text information about the scenario generator.
2. <GeneratorSeed> - this is generally an integral value or values that were used to seed a random number generator used by the scenario generator when this collection of scenarios was generated.

3. <CreationDate> a date and time stamp stored as free-form text.  This will normally be machine-generated.

4. <CreatorName> free-form text that identifies the party responsible for creating the document.   This element will typically identify a person or an organization

5. <Comments> free-form text information which the creator deems useful for users of the document.

The <StructureInfo> element of < ScenarioCollection>

The <StructureInfo> element contains the following information:

1. <StartYear> - the 4-digit calendar year in which the scenarios begin

2. <StartMonth> the month in which the scenarios begin, where January is encoded as 1.

3. <ScenarioCount> is the number of <Scenario> elements in the document. It is redundant information, and is provided as a courtesy to consumers.

4. <DataFrequency> - this element is optional, and represents the length of time between each change in economic conditions within a scenario.  If economic conditions change every day, the value is D.  Other values are M for month, Q for quarter, S for semester, Y for year, and I for irregular.  This element is optional because the file format does not restrict the generator to use a constant interval for each change in economic conditions.

The next three elements are needed because the scope of EconSML is global, rather than being United States or Canada -centric.

The <Countries> element of <ScenarioCollection>

The <Countries> element:

This element contains a list of <Country> elements, each of which contains the name and referential ‘id’ of the given country. Economic information for a country listed need not be present for the <Scenario>s, but a country’s information may only be present if its id is defined. The values of ‘id’ will be the ISO 3166 encoding for country. Examples:

<Countries>

   <Country id="USA">United States</Country>

   <Country id="JPN">Japan</Country>

</Countries>

The <Currencies> element of <ScenarioCollection>

The <Currencies> element is analogous to <Countries>.

It lists names and currency id’s which are used in the scenarios. The id values are taken from the ISO 4217 values.   

The <Currencies> element has an attribute that specifies the base currency used for all exchange rates in the document.  Exchange rates appear later as elements of each <Scenario>.  The base currency is specified here so that it does not need to be specified separately for each and every exchange rate that is quoted later. 

<Currencies Base=”USD”>

   <Currency id="USD" Quotation=”direct”>US Dollar</Currency>

   <Currency id="JPY" Quotation=”direct”>Yen</Currency>

</Currencies>

The <MiscRates> element of <ScenarioCollection>

The < MiscRates > element is optional and contains a set of <Item> elements, each of which has two required attributes, ‘id’ and ‘name’. 

The example of <MiscRates> in <ScenarioCollection> shown below is the list of all id’s that are recognized as part of the EconSML standard.  That is, if you wish to put these items in a scenario file and give others the ability retrieve them, you should use the id spelling shown below.  You can include other items and other ids in the file, but they will not be recognized as part of the standard and you will need to communicate your custom ids to any users.


<MiscRates>

<Item  id="wageinfl">Wage Inflation<Item/>

< Item  id="priceinfl">Price Inflation</Item>
< Item  id="gnpgrowth">GNP Growth</Item>
< Item  id="unempl">Unemployment Rate</Item>
< Item  id="intvol">Interest Rate Volatility</Item>
< Item  id="eqvol">Equity Price Volatility</Item>

< Item  id="portfyield">Portfolio Yield</Item>
< Item  id="defaultlevel">Default Level</Item>

<//MiscRates>
A short description of each item in the list above is given below.

Wage Inflation


Annual rate of increase in a wage index

Price Inflation


Annual rate of increase in a price index

GNP Growth


Annual rate of increase in Gross National Product

Unemployment Rate

The current portion of the workforce that is unemployed

Interest Rate Volatility
The annualized volatility of interest rates.  This would normally correspond to the current volatility level in scenarios from a generator that uses stochastic volatility

Equity Price Volatility
The annualized volatility of equity prices.  This would normally correspond to the current volatility level in scenarios from a generator that uses stochastic volatility.  If the generator uses different volatility levels for different types of equities, then custom ids would be needed to store them.

Portfolio Yield
This would be the book yield on some sort of investment portfolio, as produced by a specialized generator.  If more than one portfolio yield is desired, custom ids would be needed to store them.

Default Level
A scalar used to prorate a set of “normal” default rates.  The normal value would be 1.0, with higher values indicating higher default rates and lower values indicating lower default rates.

The <EquityTypes> element of <ScenarioCollection>

The <EquityTypes> element provides a list types of equity investments for which returns will be present in each each scenario. The list is defined by the occurrence of one or more <EquityType> elements. Each is given an ‘id’ for referential purposes, as well as a string of characters representing a longer definition of the Equity Type. Representative examples: 

<EquityTypes>

<EquityType id="stock">Stock</EquityType>

<EquityType id="re">RealEstate</EquityType>

</EquityTypes>

The <YieldCurves> element of <ScenarioCollection>

The <YieldCurves> element contains a list of the yield curves to be specified in each set of economic conditions.  When multiple yield curves are included in a scenario, they are normally differentiated by credit quality, so each <Curve> in the list contains elements that define its credit quality.  Each <Curve> in the list also contains an element that indicates the storage method for that yield curve.  

Each <YieldCurve> in the list of <YieldCurves> contains an “id” attribute by which it is identified inside sets of economic conditions, and contains the following elements:

1. The <Name> element is required.  It is simply a longer and more readable version of the “id”, such as “Government” or “AA Corporate”. 
example: <Name>Government</Name>

2. The <QualityScale> element indicates the scale on which credit quality is measured. The standard value is “Moodys”.

3. The <QualityLevel> element contains the value of quality relative to the scale defined above, such as “Aa”, “A”, “Baa” and so on. 

4. The <Type> element supplies the name of the method used to interpret the values stored to represent the yield curve.  Yield curves can be stored in a variety of ways, including for example, a small set of points on the bond, spot, or forward curve, with interpolation between points.  A yield curve could also be stored as a set of parameter values to be applied in a formula.  For any yield curve data to be interpreted by software, the method named in the <Type> element must be implemented in the software.  See the User’s Guide for the standard API for the list of methods that should always be available.

  <Curves>

    <Curve id="Govt">

      <Name>Government</Name>

      <QualityScale>Moodys</QualityScale>

      <QualityLevel>AAA</QualityLevel>

      <Type>NSInterp</Type>

    </Curve>

  </Curves>

The <Scenarios> element of <ScenarioCollection>

The last element of <ScenarioCollection> is <Scenarios>. This element contains one element of type <InitialConditions>, followed by one or more elements of type <Scenario>.

The <InitialConditions> element contains a list of <EconConditions> elements, each distinguished from one another by their “Country” attribute.  The contents of an <EconConditions> element are described below; and represent the economic conditions in a country on the start date of the scenarios in the collection.  All of the <EconConditions> on the start date are collected together in <InitialConditions> so that they do not need to be repeated within each <Scenario>.

The <Scenario> elements are distinguished from one another by an “id” attribute.  This attribute’s values will customarily be ordinals, starting with "1" and will be used to distinguish one <Scenario> from all others.  Each <Scenario> element contains information that defines the economic environment as it varies by calendar date.   

The <Scenario> element of <Scenarios>

The <Scenario> element contains two types of elements: <ExchRates> followed by one or more <EconConditions> elements. 

The <ExchRates> element of <Scenario>

The <ExchangeRates> element contains a list of currency exchange rates that vary by attributes of <Date> and <Currency>.  Note that each currency must correspond to a currency that was defined in <Currencies>, which is where the base currency and the exchange rate quotation method (direct or indirect) are specified.

<ExchRates>

  <ExchRate Date="2007-01-01" Currency="GBP">2.2252</ExchRate>

  <ExchRate Date="2007-02-01" Currency="GBP">2.2387</ExchRate>

</ExchRates>

The <EconConditions> element of <Scenario>

The <EconConditions> element has two attributes: Date and Country.  The Country attribute must correspond to a country listed in <Countries>.  The <EconConditions> element may have up to three types of elements, each of which is described below: 

1. <YieldCurve>

2. <EquityReturn>

3. <MiscRate>

The <MiscRate> element of <EconConditions>

The < MiscRate > element contains a named item other than a yield curve, exchange rate or equity return.  Each item corresponds to an item in the <MiscRates> list in <ScenarioCollection>, and has an ‘id’ attribute corresponding to an item in <MiscRates>.  There can be zero or more MiscRate elements in each EconConditions element.

<MiscRate id="wageInfl">0.023</MiscRate/>

<MiscRate id="priceInfl">0.018</MiscRate>

The <EquityReturn> element of <EconConditions>

The <EquityReturn> element in <EconConditions> corresponds to the <EquityTypes> element defined in <ScenarioCollection>. Each <EquityReturn> element contains two elements: <Income> and <Growth>. There is one <EquityReturn> element for each <EquityType>. It uses the ‘ref’ element to indicate the correspondence to the <EquityType> element with the same ‘id’ value. Both <Income> and <Growth> have content in the form of a value representing the annualized return for that component of Equity Return.

<EquityReturn id="stock">

<Income>0.01</Income>

<Growth>0.02</Growth>

</EquityReturn>

The <YieldCurve> element of <EconConditions>

The <YieldCurve> element has an attribute called ‘Grade’ which refers to one of the credit quality levels in the <YieldCurves> list of <ScenarioCollection>.  A <YieldCurve> element also contains the list of stored values that define the curve.  Note that the stored values will be used in software to reconstruct the full bond, spot, and forward curves using a routine that was specified in the <YieldCurves> list of <ScenarioCollection>.  

<YieldCurve Grade="Govt">

  <v d="12">0.044</v>

  <v d="240">0.0527</v>

</YieldCurve>

Appendix

This appendix contains a skeletal sample of an EconSML document. It is not intended to be complete or realistic; rather, it shows the overall structure of an EconSML document. The formal definition of EconSML document structure is done using XML Schema [4].

<?xml version="1.0" encoding="us-ascii"?>

<ScenarioCollection version="0.50">

    <CreationInfo>

      <Generator>My favorite generator</Generator>
<GeneratorSeed>182948378</GeneratorSeed>

      <CreatorName>John Q. Smith</Creator>

      <CreationDate>2007.10.10, 15:04:21 CST</CreationDate>

      <Comments>Free-form text comments can appear here</Comments>

    </CreationInfo>

    <StructureInfo>

      <StartYear>2006</StartYear>

      <StartMonth>12</StartMonth>

      <ScenarioCount>1000</ScenarioCount>

      <MonthsPerPeriod>12</MonthsPerPeriod>

    </StructureInfo>

    <Countries>

      <Country id="USA">United States</Country>

      <Country id="JPN”>Japan</Country>

      <Country id="GBR">United Kingdom</Country>

    </Countries>

    <Currencies>

      <Currency id="USD">Dollar</Currency>

      <Currency id="EUR">Euro</Currency>

      <Currency id="GBP">Pound</Currency>

    </Currencies>

    <EquityTypes>

      <EquityType id="stock">Stock</EquityType>

      <EquityType id="re">RealEstate</EquityType>

      <EquityType id="portf">Portfolio</EquityType>

    </EquityTypes>

    <MiscRates>

      <MiscRate id="wageinfl" name="WageInflation"/>

      <MiscRate id="priceinfl" name="PriceInflation"/>

      <MiscRate id="bondmat" name="BondMaturity"/>

      <MiscRate id="midspot" name="MidSpotTerm"/>

      <MiscRate id="longspot" name="LongSpotTerm"/>

    </MiscRates>

    <YieldCurves>

      <YieldCurve Grade="Govt">

        <Type>LinearInterp</Type>

        <QualityScale>MOODYS</QualityScale>

        <QualityLevel>A</QualityLevel>

        <Name>Government</Name>

      </YieldCurve>

      <YieldCurve Grade="AA">

        <Type>Nelson-Siegel</Type>

        <QualityScale>NAIC</QualityScale>

        <QualityLevel>1</QualityLevel>

        <Name>AA</Name>

      </YieldCurve>

    </YieldCurves>

  <Scenarios>

    <InitialConditions>

      <EconConditions Country=“USA”>

        <YieldCurve Grade="Govt">

          <V N="12">0.0500</V>

          <V N="60">0.0500</V>

          <V N="120">0.0500</V>

          <V N="360">0.0500</V>

        </YieldCurve>

        <YieldCurve Grade="AA">

          <V N="b0">0.7</V>

          <V N="b1">0.1</V>

          <V N="b2">0.1</V>

          <V N="k">0.2</V>

        </YieldCurve>

        <MiscRate id="wageinfl">0.023</MiscRate>

        <MiscRate id="priceinfl">0.018</MiscRate>

        <MiscRate id="bondmat">360</MiscRate>

        <MiscRate id="midspot">0.043</MiscRate>

        <MiscRate id="longspot">0.0468</MiscRate>

        <EquityReturn id="stock">

          <Income>0.01</Income>

          <Growth>0.02</Growth>

        </EquityReturn>

        <EquityReturn id="re">

          <Income>0.015</Income>

          <Growth>0.023</Growth>

        </EquityReturn>

        <EquityReturn id="portf">

          <Income>0.015</Income>

          <Growth>0.023</Growth>

        </EquityReturn>

        <ExchRates>

          <ExchRate Currency="EUR">1.2345</ExchRate>

          <ExchRate Currency="GBP">1.6789</ExchRate>

        </ExchRates>

      </EconConditions>

      <EconConditions country="GBR"/>

    </InitialConditions>

    <Scenario ID="1">

      <ExchRates>

        <ExchRate Date=”2006-12-31” Currency="EUR">1.2345</ExchRate>

        <ExchRate Date=”2006-12-31” Currency="GBP">1.6789</ExchRate>

        <ExchRate Date=”2007-01-01” Currency="EUR">1.2346</ExchRate>

        <ExchRate Date=”2007-01-01” Currency="GBP">1.6790</ExchRate>

        <ExchRate Date=”2007-02-01” Currency="EUR">1.2347</ExchRate>

        <ExchRate Date=”2007-02-01” Currency="GBP">1.6791</ExchRate>

      </ExchRates>

      <EconConditions date="2007-01-01" Country=“USA”>

        <YieldCurve Grade="Govt">

          <V N="12">0.0500</V>

          <V N="60">0.0500</V>

          <V N="120">0.0500</V>

          <V N="360">0.0500</V>

        </YieldCurve>

        <YieldCurve Grade="AA">

          <V N="b0">0.7</V>

          <V N="b1">0.1</V>

          <V N="b2">0.1</V>

          <V N="k">0.2</V>

        </YieldCurve>

        <MiscRates>

          <MiscRate id="wageinfl">0.023</MiscRate>

          <MiscRate id="priceinfl">0.018</MiscRate>

          <MiscRate id="bondmat">360</MiscRate>

          <MiscRate id="midspot">0.043</MiscRate>

          <MiscRate id="longspot">0.0468</MiscRate>

        </MiscRates>

        <EquityReturns>

          <EquityReturn id="stock">

            <Income>0.011</Income>

            <Growth>0.022</Growth>

          </EquityReturn>

          <EquityReturn id="re">

            <Income>0.013</Income>

            <Growth>0.025</Growth>

          </EquityReturn>

          <EquityReturn id="portf">

            <Income>0.015</Income>

            <Growth>0.023</Growth>

          </EquityReturn>

        </EquityReturns>

      </EconConditions>

      <EconConditions date="2007-02-01" Country=“USA”>

    
...

      </EconConditions>

      <EconConditions date="2007-02-01" Country=“GBR”/>

    
...

      </EconConditions>

    </Scenario>

    <Scenario ID="2">

    ...

    </Scenario>

    ...

    <Scenario id="1000">

    ...

    </Scenario>

  </Scenarios>

</ScenarioCollection>
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