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Executive Summary

During the course of the collective bargaining process the disability benefit for Tall Trees employees is being reviewed.  The Bargaining Committee is looking at increasing the benefit level for disabled employees during an initial period, then having the benefits revert back to the current level.  At the request of Mr. Neil Knowitall, Committee Chair, I have been asked to construct a cost model that provides estimates of the cost of increasing the benefit level.  I have also been asked to respond to two questions that arose from a previous analysis.

I have used claim experience data supplied by Tall Trees.  Other than ignoring the data prior to a major change in the benefit plan effective January 1, 1993, I did not make any adjustments to the data.  From this data I generated a cost model that fits the data very well, and using this model was able to derive projected costs of increasing the benefit level during the initial period.

If the benefit level is increased by 33% for an initial period of 90 days, the cost impact is projected to be an additional 10% of the total disability claim costs.  If the period of higher benefits is reduced from 90 days to 60 days the additional cost is 8.2% of total disability claim costs. Conversely if the initial period is increased to 105 days the additional cost is 10.6% of total disability claim costs.

The cost model created for this study fits the data well and could be used as a starting point for other studies, but other studies may need more detailed data to generate a model suitable for the particular study’s purposes.

The results of our analysis differ from the previous analysis.  Our results with regard to the cost increase are very close to the results anticipated by the Bargaining Committee.  With regard to a decreasing claim trend, that appearance is an artifact of the data.  It turns out that since 1993 there has been no change.

Because it is possible that implementation of an increased benefit will change utilization patterns, I recommend that the model be updated with new data a year after the benefit increase goes into effect.

Introduction

Tall Trees Lumber Company is in the middle of bargaining and one of the items being discussed is a provision to increase disability benefits by 33% during the initial period of disability.  While attention has been focused on a 90 day period, periods of length 60 and 105 days are also being considered.

An earlier analysis had indicated that the cost in the first 90 days is 22.4% of the cost for the first year.  The Bargaining Committee believes that figure is too low.  In particular, it implies that the cost of increasing the benefit is about 4% of current costs (Calculated as 0.33(0.5)(0.224) =  0.037 reflecting the 33% benefit increase and the assumption that first year costs are one-half total costs.).  The Bargaining Committee feels that a figure of 10% is more likely.  That analysis also indicated that the claim duration has been decreasing over time.  I have been asked to build a cost model that will provide accurate cost estimates and to investigate the claims trend issue.

Five sections follow this introduction.  A data section describes and presents the data.  A model selection section gives an overview of the model selection process and details about the model eventually selected.  An analysis section uses the model to produce relevant quantities and also takes a look at the duration issue.  The main report then ends with conclusions and some recommendations on how the model may be improved for future use.  At the end of the report is an appendix
 in which the model selection process is provided in great detail.

Data

Data were provided by four claim managers from Tall Trees and made available via a memo from Mr. I. T. Mann dated January 1, 2001.  I was unable to check the accuracy of these figures and so have had to rely on them as presented.  It is possible that the four claim managers are not identical in their data collection or processing procedures or that they administer the disability program in different ways.  For this analysis I have assumed that the managers are homogenous in their actions and that the data can be merged.  At the end of this report I provide some suggestions for making the data collection process more effective for studies like this.

Data was submitted from 1990 through 1999.  However, due to a change in the definition of disability on January 1, 1993, the first three years of data have been discarded.

For each year, information was given as to the number of disabilities lasting 0-30 days, 31-90 days, 91-180 days, 181-365 days, and over 365 days.  Also, within each group the total number of days of disability was recorded.  The complete data set can be found in the appendix.  The key figure is that from 1993 through 1999, there were 196,068 disability days within the first year of disability.  Of them, 118,407
 or 60.4% occurred within the first 90 days.  This makes the 22.4% figure highly suspect.

The only feature of the data that is a bit unusual is that there were many fewer claims in 1996 followed in 1997 by the highest number of claims.  While the number of claims per year has no bearing on the calculations in this report, it would be comforting to know that those extremes were not due to circumstances that would affect the quality or consistency of the data.

Model selection

As noted in the previous section, the figure for 90 days could be calculated from the data, and given the considerable amount of data, this number is likely to be fairly accurate.  However, I was also requested to provide similar results for 60 and 105 days.  These were not breakpoints in the data.  Therefore, a form of interpolation is needed.  A reasonable way to do this is to determine a statistical distribution that describes the probabilities for length of disability.  An additional advantage is that such a model can be used to determine cost implications of other benefit changes.

The method of maximum likelihood estimation (MLE) was used to determine the parameters of the fitted distributions. This approach has a number of very desirable features:

· MLE has good statistical qualities and is generally thought to generate the “best” parameter estimates. Parameters determined using MLE are asymptotically efficient and unbiased.

· MLE adjusts for different cell sizes. This data does have different cell sizes.

· MLE handles censored data. This data is censored at one year.

Although a number of distributions could be considered, issues of overfitting led me to look at only two different distributions, an exponential and a lognormal, and mixtures of those distributions.  The exponential distribution has been getting some attention due to a recent paper by Clive Keatinge of the Insurance Services Office.  The lognormal was selected because it has been used for other insurance purposes.

Among the distributions tested, the best fitting model is a mixture of an exponential and a lognormal distribution.  Arguments in support of this choice appear in the appendix.
  The following graph provides a histogram of the data and a curve representing the fitted model.  It is clear that the fit is excellent and that the curve will allow for interpolation.
  The model selection process also indicated that several other models fit well.  They also give similar answers to the question asked by the Bargaining Committee.  The insensitivity of results to model selection offer strong support for the validity of the answers.
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The fitting analysis done so far is based on claim counts only and has not utilized the information available on the number of days paid inside each duration cell.  The following table indicates the close match between the data and model with regard to this measure.
  The averages are for claims terminating within the given duration range.

	Duration
	Average days from data
	Average days from model

	0-30
	10.2
	10.4

	31-90
	53.5
	53.1

	91-180
	122.2
	122.6

	181-365
	229.1
	232.1


Analysis

Cost Impact

The raw data allows a calculation of the cost for increased payments for the first 90 days. With the modeled distributions this can be done for any period. In particular, the expected number of days of disability payments as a percentage of days within the first year can be calculated from the model.  The values are 49.8%, 60.4%, and 64.3% for 60, 90, and 105 days respectively.
The data was provided separately for each year 1993 to 1999 inclusive. Had the payment levels been increased for the first 90 days during the period 1993 to 1999 inclusive, the actual costs are shown in the table below.  This shows that the percentage has been fairly constant over time and gives some confidence that it will continue into the future.  This also supports a claim that durations have not been decreasing over time.  That issue will be dealt with in more detail later.

duration
1993
1994
1995
1996
1997
1998
1999
total

first 90 days
62.1%
62.7%
59.6%
57.9%
61.1%
60.3%
59.1%
60.4%

In order to determine the cost impact of a 33% increase in benefit, the percent of days disabled needs to be multiplied by 0.33 and then halved to reflect the assumption that first year costs are half of total costs.  This assumption was taken from Mr. Knowitall’s January 8, 2002 memo.  Comments about this assumption appear later in this section.
  For the indicated durations, the cost of providing the extra benefit is given below.

	Duration
	Percentage cost increase

	60
	8.2%

	90
	10.0%

	105
	10.6%


Claim Trends

The past analysis also identified decreasing claim costs for the years 1993 to 1999.  This surprised the Committee and the claim managers.  The past analysis was based on all claims paid to December 31, 2000. For the open claims the number of days paid is incomplete, and since there are more of those claims for the more recent periods, the total days paid-to-date would be expected to be lower for the more recent periods.

If the analysis is limited to the number of days paid during the first year of disability the claim costs have been remarkably stable over the seven-year period.  This further supports a belief that the numbers being calculated are likely to continue to apply in the future.
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The total days paid to date for the 1993 claims would include all payments made in 1994, 1995, 1996, 1997 1998, 1999 and 2000. The total number of days paid-to-date for the 1993 claims is about 180% of the number of days paid in the first year. Since there would still likely be some open claims at the end of 2000 for 1993 disabilities, this number will continue to rise.

Comments

When the statement is made that the total costs for the benefit are double the costs in the first year, it is not clear whether the payments were discounted with interest. The total payments appear to have stabilized after 4 years at a level that is less than two times the first year costs. I would be surprised if in the end the total number of days paid would reach twice the first year costs, and after payments are discounted for interest the factor of doubling the first year costs seems excessive. In discounting the payments we would have to adjust for any indexing that would be applied to the long-term payments. I don’t know what the indexing rate is, or if there is any indexing at all.

The model that was constructed is adequate for the task at hand.  If more detail cost questions arise, it would be better to have a model based on claim-by-claim duration information rather than grouped data.  With grouping, there were essentially only five data points, obscuring some of the details of the distribution.  In addition, the procedures used by the four claim managers should be checked to ensure that they are acting identically.

There is always a danger that a change in benefits will alter the claims pattern.  Increased benefits may encourage more employees to become disabled and as well, a decrease in benefits after 90 days may encourage employees to recover after that duration.  After the change is made it will be important to collect data on subsequent disablements and verify whether or not the model is still valid and update it if necessary.

Conclusion

A statistical model was successfully fit to the supplied data and indicates that the cost of increasing the benefit 33% for the first 90 days is 10%, as expected by the Bargaining Committee.  In addition, the data provide no evidence that duration is decreasing.  On the contrary, the experience has been stable since the benefit change in 1993.

There are some minor concerns about the data that would be worth checking into before these figures are accepted, but it would be unlikely that they would change in a significant way.  On the other hand, implementation of the benefit increase may lead to an increase in utilization.  Therefore, it would be a good idea to check the model a year after the increase is implemented.

Appendix

Data
The following table contains the data as supplied by Tall Trees.


number of claims












total
duration  (days)
1990
1991
1992
1993
1994
1995
1996
1997
1998
1999
(93-99)

up to 30
60
71
81
247
267
256
222
291
292
268
1,843

31 to 90
75
81
92
137
131
126
111
148
116
149
918

91 to 180
40
39
38
45
34
36
37
34
40
42
268

181 to 365
9
11
12
11
16
9
10
14
10
15
85

Over 365
25
22
21
27
25
31
29
30
31
35
208

Total claims reported
209
224
244
467
473
458
409
517
489
509
3,322


days of payments to December 31, 2000












total
duration of claim (days)
1990
1991
1992
1993
1994
1995
1996
1997
1998
1999
(93-99)
up to 30
1,110
1,267
1,532
2,353
2,766
2,488
2,446
2,930
3,023
2,779
18,785

31 to 90
4,501
5,221
5,844
7,200
7,131
6,930
5,868
7,996
6,176
7,831
49,132

91 to 180
4,888
5,222
4,759
5,490
4,193
4,432
4,597
4,219
4,791
5,038
32,760

181 to 365
2,150
2,436
2,964
2,516
3,350
2,099
2,658
3,256
2,040
3,552
19,471

Over 365
41,529
38,059
33,666
31,868
30,998
26,573
28,983
25,701
21,607
16,660
182,390

Total days reported
54,178
52,205
48,765
49,427
48,438
42,522
44,552
44,102
37,637
35,860
302,538

Model development

The strategy employed for determining a satisfactory model follows the following steps.

1. Construct a list of reasonable distributions from which to select the winner.

2. Use maximum likelihood to estimate the parameters of each distribution.

3. Use the chi-square goodness-of-fit test and the likelihood ratio test to identify the best distribution.

4. Verify that this distribution is satisfactory using graphical and tabular comparisons relating to quantities of interest for this problem.

1.  Reasonable distributions

The exponential and lognormal distributions were selected because they are simple, well-known, and have only a few parameters.  With just five data points, it is not possible to justify a complex model.  While a mixture of lognormal distributions will be checked out, it is unlikely that this bi-modal distribution is appropriate.  We would expect that fewer claims would terminate as time goes on. This is because as time moves on there would be fewer claimants, and also the likelihood of claimants recovering would decrease with time.

2.  Estimation
Maximum likelihood estimates were obtained using the EXCEL’s solver function.  Parameter estimates for the various distributions can be found on the spreadsheet.

3.  Statistical tests

The fit of the data is summarized below, along with the negative log likelihood statistics.  In the table the number in parentheses after the distribution name indicates how many variables of that distribution have been mixed.

duration
observed
exp
exp
exp
lognorm
lognorm
lognorm
exp- 


(1)
(2)
(3)
(1)
(2)
(3)
lognorm
under 30 days
1,843
1,211.8
1,787.1
1,843.0
1,873.9
1,842.5
1,841.6
1,843.0

31 to 90 days
918
1,258.7
1,011.4
918.0
783.6
924.9
923.5
918.0

91 to 180 days
268
633.3
221.0
268.0
325.9
257.6
260.3
268.0

181 to 365 days
85
205.0
95.9
85.0
193.2
89.1
88.2
85.0

over 1 year
208
13.3
206.6
208.0
145.5
207.9
208.4
208.0

-loglikelihood

4,578.8
3,839.7
3,829.1
3,895.9
3,829.4
3,829.2
3,829.1
chi-square test p-value

0.0
0.0
no test
0.0
no test
no test
no test

parameters

1
3
5
2
5
8
4

The chi-square test could not be performed on any of the distributions that have more than 3 parameters because there are only 5 data points to fit.  When the test could be done, the model is rejected (p-value of zero).  For the four distributions where the test could not be done, the agreement between observed and expected counts is very good.  Those four models are clearly worthy of future consideration.

Of the four acceptable models, the principle of parsimony suggests using the four-parameter model unless there is strong evidence that more parameters are needed.  The two five parameter models have either the same negative loglikelihood or a larger value, indicating no improvement.  Even the eight-parameter model has a higher likelihood value.  Based on statistical tests, the mixture of an exponential and a lognormal distribution is the best model.

4.  Graphical and tabular evaluation

The best graph for comparing a distribution model and the data is to plot the density function of the model against a histogram of the data.  Two graphs are presented.  The first one shows the three models that were deemed to be poor choices and confirms that they do not match the data.  The second shows the four best fitting distributions.  This graph not only shows the good fit of the selected distribution, but also shows that the other distributions also provide good fits.

[image: image3.wmf]Three worst fitting distributions

0.000

0.005

0.010

0.015

0.020

0.025

0.030

0.035

0.040

0.045

0.050

1

2

3

4

5

6

7

8

9

10

11

12

Months of disability

Portion of claims

Observed

exponential

(1)

exponential

(2)

lognormal

(1)

[image: image4.wmf]Best fitting distributions

0.000

0.005

0.010

0.015

0.020

0.025

0.030

0.035

0.040

0.045

0.050

1

2

3

4

5

6

7

8

9

10

11

12

Months of disability

Portion of claims

Observed

exponential

(3)

lognormal

(2)

lognormal

(3)

exponential/

lognormal


All of the above analysis is based on the number of claimants who terminate during any particular period. This could be used to identify the portion of claimants who would receive the increased benefit level throughout their entire claim (i.e. their claim terminates prior to the end of the enhanced benefit period). The table below identifies the portion of claims that terminated in the first 90 days, the period of most interest to the Bargaining Committee.  Note that the four models judged to be good fits are all within 0.2% of the observed value.

duration
observed
exp
exp
exp
lognorm
lognorm
lognorm
exp- 


(1)
(2)
(3)
(1)
(2)
(3)
lognorm

first 90 days
83.1%
74.4%
84.2%
83.1%
80.0%
83.3%
83.2%
83.1%

The fitting analysis done so far is based on claim counts only and has not utilized the information available on the number of days paid inside each duration cell.  The following table provides the average days of disability within each range.  The mixture of an exponential and a lognormal model clearly comes closest to matching the observed numbers.  Because these are the quantities that will actually be used to answer the Bargaining Committee’s question, this provides additional support for this model choice.

duration
observed
exp
exp
exp
lognorm
lognorm
lognorm
exp- 


(1)
(2)
(3)
(1)
(2)
(3)
lognorm

under 30 days
10.2
13.9
13.0
12.7
11.0
12.5
12.4
10.4

31 to 90 days
53.5
55.5
52.2
51.4
52.9
45.4
44.8
53.1

91 to 180 days
122.2
125.1
118.5
117.5
126.5
108.7
107.5
122.6

181 to 365 days
229.1
234.1
218.5
218.5
251.9
213.6
211.1
232.1

In the graphical plots of the fitted distributions, the difference between the mixture of exponentials and the exponential/lognormal mixture was primarily in the termination of claims during the early periods. The table above indicates that the exponential/lognormal mixture produces the best fit in terms of predicted average duration for those claims that terminated during the first 30 days.

All the models, except the single exponential, have similar average durations inside each duration cell, after 30 days. Since we are primarily interested in the shape between 60 and 105 days the sensitivity to the model selection is not likely to be great.

The actual calculation required is the percentage of the first year’s disability days that occur in the first 90 days.  This has been calculated for each model.  Once again, the selected model comes closest to matching the data.

duration
observed
exp
exp
exp
lognorm
lognorm
lognorm
exp- 


(1)
(2)
(3)
(1)
(2)
(3)
lognorm

first 90 days
60.4%
74.7%
61.7%
61.1%
59.5%
61.00%
60.9%
60.4%

Conclusion
The best fitting model for these data is a mixture of an exponential distribution with parameter  = 39.2724 and a lognormal distribution with parameters  = 2.5277 and  = 3.6880.  The mixing places 65.3% probability on the exponential distribution.

� Footnotes provided throughout this sample report are used to provide commentary to candidates.  They are not to be considered part of the report itself.  Any footnotes in a candidate’s report should be part of the report and not be messages to the grader.


� Use of the To:, From:, etc. memo style is equally appropriate.  For reports of this length, the author of this report prefers a more formal report style.


� This executive summary is relatively short.  That is because for this project there were three very specific tasks to accomplish with yes/no or simple numerical answers.  Other projects may ask for lists of items or for numerous recommendations and as a result may require a longer executive summary.


� The Appendix is needed to justify the selected model.  It would not be of much interest to the Bargaining Committee.  In real life, this may be a file memo instead, but that is not to be used in Course 7.


� At Course 7 you do not have the luxury of going back to the claim managers and verifying their data.  The best you can do is explain the shortcomings in your report and offer solutions for future improvements.


� Calculated from the supplied data as 18,785 + 49,132 + 90(268 +85 + 208).  The bargaining committee is not interested in how these numbers were obtained.


� Reasons for using a particular modeling approach such as MLE, need to be in the report or in the Appendix.


� From the case study presented prior to this project a number of distributions were made available to the candidates, but Doit only looked at a few.  Because candidates are not supposed to do additional modeling, other distributions should not be considered.  Candidates should provide a rationale for key modeling decisions such as only looking at a few distributions or they should identify what additional work needs to be done.


� Most model selection issues belong in an appendix.  The Bargaining Committee is not sophisticated enough to appreciate this modeling work, but the Course 7 candidate must demonstrate knowledge in an appendix.


� The mass of graphs in Doit’s report is overkill.  Some will appear in the appendix, but the only one that should appear here is the one with the winning model.  The Committee is not interested in other models.  The graph displayed here was created by removing two of the curves from the “Best Fits” graph.  The title was changed and the y-axis has a better label.  Showing this graph as is (but with color effects changed to black and white effects) would also have been OK.  It would help reinforce the model sensitivity issue.  It would have been better to display days on the horizontal axis and have the labels be by the tick marks, but that would be more work than time allows.  Remember that if help is needed in altering graphs, seminar faculty are available.


� This information was in one of Doit’s tables, but only data for the winning model is presented here.


� Numbers have been rounded to one decimal place to avoid presenting an illusion of accuracy that is not valid.  Candidates should also note that Doit’s memo assigns 60.39% and 60.41% to the same quantity.  A look at his spreadsheet shows that one is the average of ratios while the other is the ratio of sums.  The latter is most always preferable as it gives more weight to larger values.  The tests at 30, 90, and 180 days done by Doit have been dropped because the table in the previous section provides the same comparison.


� It is important to comment on the source of this assumption and the fact that it has not been verified.


� This table can be derived from Doit’s report.  It needs to be clearly shown.


� Doit’s analysis is correct.  A little bit of re-writing has been done to set the context for the analysis that follows.


� Doit’s graph was in blue and red.  It has been changed to black with different designs for the two cases.


� Doit’s section on model uses is off-topic.  It does not contribute to answering the Committee’s questions.  On the other hand, a bit of bragging about what our models can do is not so bad.


� Doit did not mention these items, but they are important considerations.


� It is always important to think about the future and what work is appropriate.  It also reminds the client that the modeler’s work is never done.


� An actual Course 7 candidate would be well-versed in these modeling steps from the extended case study.


� While there are alternative ways to approach the distribution selection problem, this solution does have a strategy behind it.  The material in this section assumes greater sophistication than that possessed by the Bargaining Committee.  Keep in mind that the audience for the Appendix is the author and the main purpose of this section is to allow the work to be duplicated and/or reconstructed.


� Doit presented way too many graphs.  These two would be sufficient.  They confirm that the bad models are bad and the good models are good.  They have been altered to show up better with black-and-white printing.


� Doit’s numerical analysis of model fit was really good.  Most of his work has been copied into this report.


� Doit never stated the parameters, but they are available in the spreadsheet.





